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The Setup
A study with attrition
IN units (indexed by i) are assigned a binary treatment Ai.
IAn indicator for attrition, Si, is observed for each unit.
I For units with Si = 1, an outcome Yi is observed. For units with Si = 0, Yi is
unobserved.

IThe potential outcome Si(a) denotes the attrition status of unit i if, possibly
contrary to fact, that unit is assigned treatment level a. Likewise, Yi(a) is the
outcome unit i would have if that unit is given treatment a

Quantity of interest

Average Treatment Effect (ATE) = E[Yi(1)− Yi(0)]

Baseline assumptions
IA1 (Consistency). Yi(a) = Yi if Ai = a
IA2 (Positivity). 0 < Pr(Ai = 1) < 1
IA3 (Ignorability of Treatment). Yi(1), Yi(0), Si(1), Si(0) ⊥⊥ Ai

The naive estimator
Consider the easiest estimator of the ATE: the difference-in-means conditional on
the observed data, Si = 1
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where Nas denotes the number of units with Ai = a, Si = s and ∑

i:Ai=a,Si=s denotes a sum over all units i with

Ai = a, Si = s.

Under attrition, standard assumptions A1-A3 do not guarantee this estimator is
unbiased and consistent for the true ATE.

The Problem
Two sources of bias from attrition
1. “Post-treatment bias" – Conditioning on observed data breaks treatment
ignorability if the treatment has an effect on whether a unit is observed
(Montgomery, Nyhan and Torres, 2017)

2. “Sample composition bias" – Conditioning on observed data makes the
sample unrepresentative of the population of interest.

#2 exists even if treatment has no effect on attrition

Bias due to effect heterogeneity
IA4 (Zero Treatment Effect on Attrition). Si(1) = Si(0)
Under A4, the naive estimator is consistent for a valid causal quantity, the
“Survivor Average Causal Effect" (SACE) .

ÂTE→ SACE ≡ E[Yi(1)− Yi(0)|Si(1) = Si(0) = 1]

But this is a local effect for a particular principal stratum of units defined by
their joint potential outcomes Si(1), Si(0) (Frangakis and Rubin, 2002). This is
the sub-group of units that would be observable (Si = 1) under either treatment
condition (often referred to as the “always survivors").
Unless treatment effects are constant, this is not unbiased for the ATE

E[Yi(1)− Yi(0)] 6= E[Yi(1)− Yi(0)|Si(1) = Si(0) = 1]

Visualizing Composition Bias
A toy example
To illustrate the problem of composition bias induced by conditioning on Si, con-
sider a hypothetical sample of 1, 000 units in a study with binary outcome Yi where
A4 is satisfied. Each unit has one of three possible treatment effects: −1, 0, or
+1.
Figure 1 below presents a distribution of treatment effects in the sample with
each box denoting 10 units. However, in this scenario, respondents with positive
treatment effects are more likely to have Si = 1 (Figure 3)

Figure 1: Complete Data
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Figure 2: “Survivor" sub-group (Si = 1)

Figure 3: Survival probabilities by effect
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Densities denote sampling distributions of sample ATE estimator
under fully randomized treatment (500 treated, 500 control).

The result is that treatment effects for the “survivor" group (Figure 2), while
valid causal effects, are unrepresentative of the true ATE for the full sample.

Principal Scores
Recovering the ATE from the SACE
Define the “principal score" (Jo and Stuart, 2009) as the probability that unit
i, given covariates Xi, is in a particular principal stratum.

πabi = Pr(Si(1) = a, Si(0) = b|Xi = x)
Under A4, π11

i +π00
i = 1 and both can be estimated parsimoniously with a regres-

sion model of observed Si on Xi in the full sample.
To consistently estimate the ATE using the survivor stratum, re-weight each ob-
servation by its estimated inverse principal score, the inverse probability of that
unit having it’s observed stratum membership.
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IA5 (No Principal Strata Interactions). E[Yi(1)− Yi(0)|Si(1) = a, Si(0) =
a,Xi = x] = E[Yi(1)− Yi(0)|Xi = x] for a, b = 0, 1

IA6 (Consistent Principal Score Model) π̂abi → πabi for a = b = 0, 1

Application
Nyhan and Reifler (2015) Vaccine Messaging Experiment
Two-wave (October/November) CCES experiment
IWave 1: corrective information about the flu vaccine on average reduced
false beliefs that the vaccine causes the flu and is unsafe, but had no positive
effect on intent to vaccinate (Figure 5).

Figure 5: Wave 1 treatment effects
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Results for Wave 2 were not reported due to attrition concerns. However, the
Wave 2 ATE is important for assessing persistence of the corrective message.
While no treatment effect on recontact (A4) is a plausible assumption (near-zero
effect in Figure 5), the recontacted sub-group still differs significantly from the
whole sample (Figure 6).

Figure 6: Pre-weighting covariate balance
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Figure 7: Post-weighting covariate balance
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Principal score weights estimated with additive logit of attrition on all five
covariates. Despite the weighting improving balance (Figure 7), estimated ATEs
are similar to effects for the recontacted sub-group (Figure 8).

Figure 8: Wave 2 treatment effects
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Even after adjusting for composition bias, no strong evidence that Wave 1
effects persisted for respondents in the sample.


